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Abstract. Optical motion capture can be classi ed as an inference problem:
given the data produced by a set of cameras, the aim is to extract thenhidd
state, which in this case encodes the posture of the subject's body. fRsolvith
motion capture arise due to the multi-modal nature of the likelihood distribu-
tion, the extremely large dimensionality of its state-space, and the nargionre

of support of local modes. There are also problems with the size ofdte d
the dif culty with which useful visual cues can be extracted from it, as vasll
how informative these cues might be. Several algorithms exist thataskastic
methods to extract the hidden state, but although highly parallelisable irytheor
such methods produce a heavy computational overhead even withwee pb
today's computers. In this paper we assume a set of pre-calibrateeras and
only extract the subject's silhouette as a visual cue. In order to destb2D
silhouette data we de ne a 2D model consisting of conic elds. The resulting
likelihood distribution is differentiable w.r.t. the state, meaning that its global
maximum can be located fast using gradient ascent search, givamaimaitial-
isation at the rst frame. In this paper we explain the construction of thdeho
for tracking a human hand; we describe the formulation of the derestieeded,
and present initial results on both real and simulated data.

1 Introduction

In the last few years there has been an ever growing demaridsioand reliable mo-
tion capture systems. There are countless applicatioasntst signi cant ones being
surveillance for crime prevention and public safety, hurnamputer interaction (HCI)
including interaction with game consoles, animation anshynaore. The only com-
mercially available systems to date are marker-based H.@nd [2], whose intrusive
nature makes them inappropriate for surveillance or HCliegtons.

One of the main problems related to motion capture is theirmdtality of the
likelihood distribution. Several systems exist that usenkdoCarlo Sampling (MCS)
techniques to reliably handle several modes [3], [4], [6], but although highly paral-
leliseable in theory, the extremely large dimensionalftthe likelihood and the narrow
nature of its local modes imply that an enormous number dfghas needs to be main-
tained throughout tracking. Despite their robustness hait parallelisation potential,
such methods produce a heavy computational overhead etletheipower of today's
computers, and tracking may only be applied in post-prod@se can deal with the
“curse of dimensionality' by considering prior informatiabout the motion of the sub-
ject to be tracked [7], [8]. Although this results in a sige&nt increase in speed of
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performance, such methods require lengthy training sessiad are limited in track-
ing a set of pre-speci ed movements. Finally there also gstesns that rely on the
use of higher-level features such as passive markers [tjeanarkers [2], voxel data
[9], correlation data [10], depth maps [11] etc. to de nekelihood distribution with
fewer local modes, but special equipment needs to be usetbéadcquisition becomes
expensive and cumbersome.

A signi cant amount of literature already exists on modekbd human hand track-
ing [5], [6], [8], [11], [12], [13]. Stenger et al. present pressive results using edge
data in [12], but their tracked gestures involve movementesy few ngers and the
state-space for the likelihood only consists of 7 dimensitm[13] they introduce Hier-
archical Filtering where a pre-computed hierarchical {relgose nodes represent sam-
ples in the state-space) is compiled before tracking befimghe purpose of saving
on-line processing time. The precision of this system ddpem the resolution of the
samples stored on the leaf nodes of the tree, and the extrgettures can be shaky.
Bray et al. introduce the Smart Particle Filter [11], whicdes a gradient-based algo-
rithm on multiple samples to prevent convergence on a loeaimum. Their tracker is
facilitated by the use of 3D depth maps generated by a steattight sensor. Although
tracking in 3D is now a lot easier and their results are imgives assumption of the
light sensor makes an HCI system based on their algorithsrdlegealing.

The demand for interactive systems for use at home sugdedtsi€l technology
has to be fast and cheap. Hence, the visual features usemdéimg need to be sim-
ple enough for the system to be able to obtain in real timetheumore, the tracking
method needs to be a gradient-based one, this way ensughththsubject's pose is
estimated as fast as possible. A very limited number of sysfellows these guidelines
[14] but to date no such system is convincingly accurate abdst. In this paper we
present a system to track a human hand in all its 26 degreesaxfdm with no need
for a training session, and making no pre-assumptions ogehtire to be tracked. We
only use silhouette data, which is the simplest and eagiesttract low-level feature
available. Silhouettes can be extracted in real-time byctieapest camera equipment
[15] and can be processed with minimal computational oeth&/e de ne a differ-
entiable likelihood distribution, meaning that trackirandake place much faster using
gradient ascent, given adequate manual state initiadisati the rst frame.

2 Formulation

The state vectax denotes any possible posture that the subject may attainy afieen
time t. Let P(x) be a description of the process that produces the obsamatip
under some arbitrary posture for the subject. Assumingrtieatelling of this process
is realistic, we have

Zyk=P( )+ v, 1)

where the observatiahy is the silhouette data extracted from #i&frameset captured
by the camerag is a zero-mean random process which describes the discyepan
tween the model and the observation, and the true state of the subject that also
brings the model closest to the observatiBiix), Zx andv are all vectors of siz@,
whereP is the total number of pixels in our set of cameras. Our taghk isid the
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best estimate for ; we choose the maximum likelihood (ML) estimate, which also
minimiseghe negative log-likelihood, i.e.,

#ML —argmin Zy P () | Zk P () : (2)
X

To converge t’M- we use the Gauss-Newton method for Non-Linear Least Squares
For each iteratiom a new approximation fotMt is given by,

1

Rivr = R+ JERDIp(Ri) Ip(R)(Zk P (R) )

whereJdp (x) rP (x) " is the Jacobian of the model's silhouette.

3 The Model

3.1 State

The full state vectox holds position and orientation information for every bongtie
subject's skeleton. The rst three coef cients pfconstitutexsp, the spatial position of
the skeleton's root (which for our case represents the wii$ie rest of the coef cients
in x combine in groups of three, and each such group forgna vector which contains
orientation information for boné w.r.t. its “parent' bone, i.e. the bone to whibhs
attached to. In other words,

T T T ... T ... TT
sp X1 Xp Il Xp Il Xg 4)

X= X
whereB is the total number of boness, = [X y z]T, andx; 2 R3. Usingx, we can
de ne .
SinjXp) .
X (5)
1Xp)
The parameters stored ip are the coef cients of a unit quaternion. A rotation matrix
giving us the rotation of bonkw.r.t. its parenty, can be formed from the quaternion
coef cients as follows:

2 3
G+ o & 2(kdy GG) 2(kKG% + )

RE=4 2(qay+ p%) @& F+ ¢ & (G o) O (6)
2(k%  oG)  2(q% * k) B F g+

where the superscript B (note different frar) emphasises that this rotation relates to
a bone. The rotation of the subject's root bd®d@(x) is de ned w.r.t. the 3D origin.

B=[0 & & Gl = COSjXp]

3.2 Skeleton Model

The 3D structure and functionality of the subject are madkly a knowledge base
of the subject's underlying skeletd®, which is de ned as a tree structure and can
concisely be represented by, the chain of bones from the root bone up to bbnEor
each bone we also de ne a binary vectg2 R3, whose " entry if non-zero, indicates
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freedom of bond to rotate about its™ principal axis of rotation. Finally we de ne a
lengths,, for each bone. Put in a more formal notation, the de nitioritef underlying
Skeleton model parameters includes de nitions ffop; fy; sng:1 . There are a total
of B = 25 bones in our current implementation of the Skeleton modeluding carpal
bones, metacarpals and phalanges. The mobility of the joitis represented by =
11 1]T, while all carpals and metacarpals hdye= [0 O O]T, proximal phalanges
havef, =[1 0 1]", and intermediate/distal phalanges hye [1 0 0]".

Clearly, the underlying skeleton's con guration in 3D spas always dictated by
the state, and it is this con guration that we are interestedxtracting. Any topol-
ogy that the skeleton may attain at any time can be express8¢@xa. This can be
described as the 3D space positkﬁ‘b and orientatiorR S;b of every boneb in the
skeleton w.r.t. the 3D origin:

S()= t8,(x); REp(X) oy (7)

where the superscripts specify that these translationsaations refer to the Skeleton
model's bones. Each bone's rotation w.r.t. the 3D originiieg by

Y
REs(X) = R&(X) (8)

m2cy

whereR B (x) is the state-de ned rotation matrix for bome w.r.t. its parent bone, as
de ned in (6). The ordering of rotationR B (x) is also important and the -notation
used above preserves their ascending order w.r.t. the& inolexm. The bone's centre
is given by

X 1
t8(X) = Xsp(X) + smRGm (X)€2 + SR Gp(X)e2 ©)
mZCbp

wheree, = [0 1 0]T is the default X = 0) orientation of the bones, arg is the
parent-bone obf, i.e. the penultimate entry ity,. A visualisation of the Skeleton model
is shown in Fig. 1(a).

3.3 Corpulence Model

A visual description of the 3D nature of the subject can ordycbmpleted when its
soft tissue and skin, here collectively referred taagulenceC, is taken into account.
This involves modelling the visible soft tissue that surrdsi the underlying skeleton.
To model the corpulence, each bonés assigned a total dE,, ellipsoids. Each el-
lipsoid  is associated with 3 radii along its principal axes, a trz.'mim:thtEb and a
rotationREb w.r.t. the centre of bonk. Note that the superscript E indicates that these
translations and rotations refer to the ellipsoids of thep@kence model, not the bones
of the Skeleton model. Formally, the Corpulence model patars are described by

M »; t5; RE E"_l for each individual bone. Most of the bones in our human hand

model are dressed with, = 2 ellipsoids, of which one usually represents a joint be-
tween boneb and its parenb,. For those ellipsoids not representing a joint, the major
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axis radius is half of the bone's length, irg; , = %sb. This arrangement gave a real-
istic representation of the 3D nature of a real human hand.

Now, apart from being a 3D entit{; also has to be differentiable. For this reason
we use quadric elds [16], represented by symmefric 4 matricesQ. Quadrics have
been used extensively in the literature, mainly becausedbetours produce primitives
visually suitable for modelling limbs [5], [6], [7], [10],22], [13]. WhenQ is of full
rank, the quadric eld's zero-contour coincides with thépoids de ned above. For
the case of each ellipsoiq, associated to bonle we can therefore de ne a quadric
centred at the 3D origin: 0 1

D,O
Q,=@ A (10)
or 1

whereD , isa3 3 diagonal matrix whosé&" entry along the diagonal ist2 .- The
Euclidean transformation to move it from the origin to itststdictated position is given
in homogeneous coordinates by

Rg;b(X)REb tg;b(x) + Rg;b(x)tEb !
T,x)=@ (11)
or 1

The transformed quadric is
Q%(x) =T ,7(0)Q,T *(x) (12)

and every such quadric will produce a smooth 3D eld, de ned évery pointM in
space as

8 .
<MTQ2(x)M if MTQ2(x)M 0

C,(x;M) = ; (13)
) 0 otherwise

whereM = [X Y Z 1]T. This will create a eld spatially con ned within the
limits imposed by the surface of ellipsoigl The full Corpulence model consists of one
such eld due to every ellipsoid, present in every boneof the Skeleton model:

n Og
C(x; M) = min fC ,(x;M )gEbb:1 - (14)
b =
where themin operator chooses between several quadric ejgd# more than one are
non-zero at any 3D positiol . A visualisation of the Corpulence model is shown in
Fig. 1(b).

3.4 Projection Model

Under the assumption of pin-hole cameras we use perspgetyection with our 3D
Corpulence modeC(x) to de ne corresponding conic elds on the image plane onto
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which each of its quadric elds will project. These conic dd are de ned through their
conic envelope€? :

Cc’ (x)= PQ° (x)PT (15)

whereP is the3 4 camera projection matrix that holds both intrinsic and iasic
calibration parameters for each of the cameras,@?gnjx) is the envelope of the state-
transformed quadric eld associated with ellipsoid For our model, all the quadrics
are of full rank, and the quadric envelope is given by

Q% =Q%*": (16)

The resulting conic envelop@ob isa3 3 symmetric matrix of full rank, and the
projected conic is therefore given by

ch=(c%) *: (17)

It should be noted here that all conics &re 3 symmetric matrices, and that full-ranked
guadrics project to full-ranked conics, i.e. that elligsalways project to ellipses. The
2D conic eld that forms the projection of each 3D quadricdebnto the image plane
becomes

8
<mTCl (x)mif mTCC(x)m O

P,(x;m)= (18)
' 0 otherwise

for every pixelm =[u v 1]T. In general there will be one such conic eld due to
every ellipsoid ,, de ned by the Corpulence model. The full Projection modehjat
forms the basis of our comparison with the visual cue ex¢icftom the data, is there-

fore given by N o

B
P(x;m)=min fP b(x;m)gEb“:l X ; (29)
b =1
where themin operator chooses between several conic elgof different boned, if
more than one are non-zero at any pixelFinally, P (x) is a consideration of all pixels
m present in the cameras, making Pasized vector:

T
P(x)= P(x;mg) ::: P(x;mp) 2 P(x;mp) (20)

whereP is the total number of pixels present in the cameras. Theeption of our
human hand model, viewed as an image, can be seen in Fig.The)relationship
between the Skeleton, Corpulence and Projection modet®igrsin Fig. 1(d).

4 Derivatives

Differentiating (20) w.r.tx givesJp (x), aP S matrix, whereS is the number of
state parameters allowed to change through tracking (s component oflp is

_ @(x;my) :

e (s = =g (21)
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S(x0), C(x0)
\
\ P (xo)
camera’s image
plane
@ (©) (d)

Fig. 1. Skeleton, Corpulence and Projection models for the human hand. Foesd models the
state for the hand's rest-positiang was used(a) Skeleton modeb(xo). Each bondis drawn as

a cylinder with positiort g;b and orientatiorR E;b w.r.t. the 3D origin. Lighting conditions have
been used for illustration of the three-dimensionalitySgko). (b) Corpulence modeC(Xo).
Each boneb of the Skeleton model is now dressed wih quadric elds. Note that for visual-
isation purposes only the contoG{xo) = 0 is displayed. Lighting conditions have also been
used here(c) Projection modeP (xo). The corpulence is now projected to a 2D image, as seen
from the viewpoint of the reader. Each quadric emfb from the Skeleton model projects down
to a conic eld C°b. (d) lllustration of Skeleton, Corpulence (drawn semi-transparent heck) a
Projection models as viewed from an arbitrary viewpoint.

Using (19),
@ (x;mp) _ @, (ximp)
= ; 22
@x Q@x ()
where", refers to the conic that minimised (19), i.e.
n Og
"p=argmin P (X; m)gEb:l : (23)
b b b=1
From (18),
a? .
@, (x;mp) 2m] Gempif mico (x)m, 0 ”
>
@3 ' 0 otherwise.
The gradient of the transformed conic can be calculated ffgrentiating (17):
@Qb 0 @ c?
= C- b C9 25
@x @y P (@3)
and from (15) we have o o
@ct) _ . @Q%) -
=P Ep 26
@x Q@x (6)
Equation (16) gives o o
@qs,) @°
2= QY —Qf (27)

@x @
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and using (12),

@?® _ @r.) 1,1 T @tq')
= T ; 28
@x @x QqTq "+ Tq Qq @x (28)
where aroy
TS a-
b 2= T,1= b7, 1 29
@x C) S (29)
From (11) we have
@ E @ @B: E
?@ o e T e g (30)
or 0
where the gradient for the position of bone found by differentiating (9):
5 X 8
@op _ @sp + S @Rom ey + }Sb@RObe2 : (31)
@ @3 . @x 27 @x
p

For the cases wheh s 3, the reduced-state parameter corresponds to the
@g;m

spatial position of the root bone, i.gs 2 Xs, and = 0. This is because the
state-dependent rotation matrides.,, (X) only depend on the orientation of the bones
insidecy, as indicated by (8) and are therefore independent w.e fpinameters stored
in Xsp. The gradient for the position of boten this case is therefore

@g;b _ @sp _

@s @ o>

wherees 2 R? is the unit vector along the-axis, and calculation dfip (X)]p:s Stops
here. For the rest of the state parameters s S, the reduced-state parameter
corresponds to a rotation for a speci ¢ bongi.e.xs 2 x , and we have

(32)

@B X B 1 @REB
0 = 5 S0 g, Sz e2 (33)
@x e, i @x @
wherec;; is a subset of; and contains all the bones between bdrasd; inclusively
(note that this also means that bang closer to the root thajr). Now, @(;)g is non-zero
only when bone 2 cy, in which case
@rg, @r®
% -RE —_RE (34)
@x %o @y P

WhereR% represents the rotation of bopev.r.t. the frame of reference of bonand
is given by Y
RE = RE ; (35)
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with i, being the offspring of insidec; , i.e. the entry irt; following the entry fori. It
should be noted here that with the above de niti&f, ; = RP, and thaR § = Is.

The derivative of the state rotatié®® w.r.t. the state is found by differentiating (6),
and e.g. the (1,1) component of the resultthg 3 matrix is given by

!
@r® @, @1 _@n _ @g
— =2 —— 4 O —— —= —_— 36
@x @ Yoy *aex Yoy *ex (36)
whereq ; ::: ; @, are the quaternion coef cients associated with bonas de ned

in (5). The rest of the components %? are found similarly. Finally, the derivatives
of the quaternion coef cients w.r.t. the state parametegf@und by differentiating (5):

Q@g L@
— = sinjx j—/—- (37)
, @% @x
@445~ COSX @ | S}n1>§21 @, ,sinix i, . (38)
@x % xj @x x j& @x X
wherel 3isthe index ofx that corresponds ts, and
@ j_ Xs
- = — 39
@x x| (39)

5 Results and Discussion

In all our experiments we used a reduced state vector camgagnly those elements
of the full state that are free to change. This was done wighhislp of thefy,'s, and
produced a dimension for the (reduced) state 26. In the remainder of this paper
will refer to the reduced state. For every frame in our experits we used equation (3)
to search the 26-dimensional state-space for locaifg. The initial state per frame
was taken to be the ML estimate from the previous frame. Tf@ngach iterationi
in a frame, we employed equations (8) to (20) to calcuR({®;) and (21) to (39) to
calculatedp (R;). The initial state for the rst frame in our experiments wassen to
be the hand's rest-positioty (see Fig. 1), so we only had to manually select the 6 state
parameters for the position and orientation for the roatebo

We rst investigate the performance of the system runningsionulated data. For
the production of the simulated data we used our model tongagés similar td® (x)
in Fig. 1(c). The state that produced the simulated data vsaaled and the algorithm
was employed to recover it. The top row in Fig. 2 shows the kited data from a
selection of frames as seen from one of the 2 cameras useldef@xperiment, and a
visualisation of the Corpulence model at the converg¥d , as seen from the same
view. It should be noted that under this scenario we are imgake (simulated) subject
using a perfect model, since the model can describe the didtaaverror.

In reality the observationdy are binary silhouette images, implying that our model
will neverbe able to fully describe the visual data with no error, thakimg tracking
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Fig. 2. Results from two experiments based on simulated data. For each expenwmshow the
silhouette dat&Z (black-and-white image) as recorded by one of the cameras, anddhe lo
C(&wmL ) = 0 under lighting conditions, from the same viewpoifitp Row: Experiment based
on purely simulated data using 2 camer@sttom Row: Experiment based on “semi'-realistic
(binary) data from the same simulated gesture using 6 cameras; treeddg@mbiguity is now
greater, hence a greater number of cameras was needed.

more dif cult. To produce such “semi'-realistic data weebholded every pixel iR (x)
such that a binary image was produced from each viewpoirg.seleond row of Fig. 2
shows the semi-real data for the same selection of frames, fsem the same view-
point as for the previous experiment, and a visualisatiah@forpulence model at the
convergedML | as seen from the same view. It has to be stressed that agrthlatsd
hand closes into a st, the semi-realistic data is now a lot more ambiguous (com-
pare the silhouette data in the last snapshots of row 1 @ghivee of row 2 in Fig. 2),
meaning that several distinct values foexist that produce a model observati®(x)
close to the data. In such cast¥" is not unique, and lies on anS-dimensional
ridge. Any algorithm that maximises the likelihood will beable to choose between
positions along this ridge, and the subject's true staiethereforeunobservableDue
to this ambiguity the converged stak¥"- deviates signi cantly from and tracking
with 2 cameras loses its realism at this stage. For this reasaised 6 cameras for this
experiment; the fact that more cameras helped the trackseoge to a state close to
demonstrates that using data from different viewpointsapes the likelihood distribu-
tion and parts of the ridge are now suppressed so as to createa-de ned maximum,
thus improving the observability for.

Finally, we tested the system under real data captured blitlBat@d cameras run-
ning on 25 frames per second. We recorded our data in a cleatrehvironment to
make segmentation easy; alternatively we could have usedfdhe existing real-time
foreground segmentation algorithms, e.g. [15]. We allod@dterations for our sys-
tem to converge t&M- in each frame of the data movies and this took around 2.5s
per 3-camera frameset using Matlab, meaning that futuréeimgntation of our system
in C will have real-time capability. Fig. 3 shows the data el tracking results for
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Fig. 3. Results from three experiments based on real datp.Row: Minimal degree of self-
occlusion is encountereiiddle Row and Bottom Row: Severe cases of self occlusion as the
hand closes to a st. Despite the lack of observability and our trackerezgimg to a®m. 6

(e.g. bottom row, second snapshot from left), the deviation bet®genand is small enough
for the tracked gesture to maintain its character. When the state becosessaiile, the tracker
is able to converge to the uniqé®. = once again.

three different gestures as seen by one of the cameras. Agaigystem's capability to
track is reduced when the real data correspond to a hanehglasia st. In such cases
(e.g. bottom row, second snapshot of Fig. 3) the convergad&Y- corresponding to
these frames is close but not equal tawvhich is further down the san&-dimensional
ridge. Unfortunately, addition of more cameras was not aioopn our real-data ex-
periment. Nevertheless, in subsequent frames, whereithless self-occlusion and the
state is more observable given the data (meaning&Mat is unique once again), the
tracker converges to the global maximum, and correct traciésumes.

6 Conclusions

In this paper we have presented a system that can track a hvamahof 26 degrees
of freedom, relying exclusively on 2D silhouette data whigk easily available with
no need for special equipment or dedicated hardware. Owersyss the rst in the
literature to utilise derivatives of conic elds in order &stablish a silhouette-driven
gradient-based tracking scenario. The state-space okthdting likelihood distribu-
tion is thus searched faster, and the tracker convergeg global maximum in a min-
imal number of iterations. Despite the limited number of eaas used in our real-data
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experiments at this stage, our results are very promisiestuges suffering from exten-
sive self-occlusion are tracked successfully, whilst rrzining realism in the recovered
motion. Contrary to several existing systems, our algoritequires no training stage,
which means that any previously unknown gesture can stiitduked.

Limitations to the tracking ability of our system arise mgidue to the inherent
ambiguity associated with silhouette data: in cases ofreeself-occlusion the state
becomes unobservable and the tracked gesture becomesdisisa. We can make sure
that the state remains observable by using data from morereambut this comes at
the cost of signi cant rises in processing time. Althougtstimitation is not a problem
in the majority of the gestures encountered in HCI applicetj we aim to address this
issue by considering constraints about the subject's pestithout limiting the tracking
ability of the system to pre-speci ed gestures. This may beedvia a consideration
of the functional limitations of the skeleton and its rigidas in [6]. Finally, we will
address the issue of state initialisation for the rst fralpyemeans of MCS methods.

References

1. Vicon Motion Systems and Peak Performance Inc.: Motion captstersys. (Online Mate-
rial) http://www.vicon.com

2. PhaseSpace Inc.: Optical motion capture systems. (Online  Material)

http://www.phasespace.com .
3. Isard, M., Blake, A.. CONDENSATION - Conditional density proptign for visual track-
ing. International Journal of Computer Visi@9 (1998) 5-28
4. Deutscher, J., Blake, A., Reid, I.: Articulated body motion captyretnealed particle
Itering. In: Proc. CVPR, Hilton Head Island, SC (2000) 2126-2133
5. Y. Wy, J.L.,, Huang, T.S.: Analyzing and capturing articulated hewation in image se-
guences. Trans. PAMA7 (2005) 1910-1922
6. Sudderth, E.B., Mandel, M.I., Freeman, W.T., Willsky, A.S.: udkhand tracking using
nonparametric belief propagation. In: Proc. CVPRW. (2004)
7. Urtasun, R., Fua, P.: 3D tracking for gait characterization anogrétion. In: Proc. IEEE
International Conference on Automatic Face and Gesture Recognigon|,¥orea (2004)
8. De Campos, T., Murray, D.W.: Regression-based hand ptiseatisn from multiple cam-
eras. In: Proc. CVPR, New York, NY (2006)
9. Miki¢, 1., Trivedi, M., Hunter, E., Cosman, P.: Human body modebLigition and tracking
using voxel data. In: International Journal of Computer Vision. Va@is8. (2003)
10. Plankers, R., Fua, P.: Tracking and modeling people in videcesegs. In: International
Journal of Computer Vision and Image Understanding. Volume 8D1(PP85-302
11. Bray, M., Koller-Meier, E., Gool, L.V.: Smart particle ltering ftrigh-dimensional tracking.
Computer Vision and Image Understanding (2007)
12. Stenger, B., Mendonga, P.R.S., Cipolla, R.: Model basedaihitrg of an articulated hand.
In: Proc. CVPR. Volume Il., Kauai, HI (2001) 310-315
13. Stenger, B., Thayananthan, A., Torr, P.H.S., Cipolla, R.: étddsed hand tracking using a
hierarchical bayesian Iter. Trans. PANH8 (2006) 1372-1384
14. Kaimakis, P., Lasenby, J.: Markerless motion capture with singleraidtiple cameras. In:
Proc. ICIP. Volume 4., Singapore (2004) 2607—2610
15. Horprasert, T., Harwood, D., Davis, L.S.: A statistical appindfac real-time robust back-
ground subtraction and shadow detection. In: Proc. ICCV FRAMERArkshop. (1999)
16. Hartley, R., Zisserman, A.: Multiple View Geometry in Computer Visiand edn. Cam-
bridge University Press (2003)



