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Abstract

Optimal Bayesian multi-target filtering is, in general, qartationally impractical owing to the high dimen-
sionality of the multi-target state. The Probability Hypesis Density (PHD) filter propagates the first moment of
the multi-target posterior distribution. While this reéscthe dimensionality of the problem, the PHD filter still
involves intractable integrals in many cases of interestefal authors have proposed Sequential Monte Carlo (SMC)
implementations of the PHD filter. However, these impleragans are the equivalent of the Bootstrap Particle Filter,
and the latter is well known to be inefficient. Drawing on isdeom the Auxiliary Particle Filter (APF), we present
a SMC implementation of the PHD filter which employs auxifiarariables to enhance its efficiency. Numerical
examples are presented for two scenarios, including aestgitig nonlinear observation model.

Index Terms

PHD Filter, Sequential Monte Carlo, Multi-Target Trackin@uxiliary Particle Filter.

I. INTRODUCTION

Multi-target filtering is a dynamic state estimation prohlén which both the number of hidden targets and the
locations of the targets are unknown. Additionally, theyéas appear and terminate at random times. The modelling
of multi-target dynamics in this manner naturally incorgtess track initiation and termination, a procedure that has
mostly been performed separately in traditional trackilggp@athms.

As in the single-target case, optimal multi-target filtgrimvolves the propagation of the posterior distribution
through Bayes’ law. Exact optimal multi-target filteringimpossible in many cases of interest due to the presence
of intractable integrals in the filtering recursion. The lgagion of numerical methods (Monte Carlo or otherwise)
to approximate the optimal filter for multi-target modelseigremely computationally intensive owing to the high
dimensionality of the multi-target state.

Consider the state space of a single taret; R?. Each point in this space may specify, for example, the jposit

and velocity of the target. Multi-target filtering involvescursive computation of a distribution on the number of
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targets and each of their locationsk) given a sequence of noisy observations. The multi-targstepior filtering
distribution is therefore a probability distribution oretliisjoint unionlt, -, EF.

A more tractable alternative to the optimal multi-targeefilis the Probability Hypothesis Density filter of Mahler,
[1], which propagates the first moment of the multi-targettpdor, known as the intensity function or PHD. While
multi-target tracking is a mature field, the Point Proced®) (ldrmalism behind the derivation of the PHD filter is
new to the area, with recent developments being made in [&.AHD filter has recently been the focus of much
interest due to its favourable performance in multi-targatking compared to traditional approaches (we refer
the reader to [3] for a variety of approaches to multi-tartgatking not based on the PP formalism). The PHD
filter has attracted significant attention in the aerospiemture, but the underlying model has recently also found
applications in other fields such as communications engimgecomputer vision and audio signal processing, [4],
[51.[6].[7]-

Sequential Monte Carlo (SMC) methods, [8], are a family ofvpdul algorithms which recursively propagate a
set of weighted random samples, ternpediticles in order to approximate probability distributions of irget. SMC
methods are motivated by the asymptotic properties of thecfmset. Under weak assumptions, as the number of
samples increases, the integral of a test function witheetsp the distribution defined by the particle set converges
to the integral of that function with respect to the disttiba which the algorithm targets. In the context of filtering
such methods are known particle filters For non-linear, non-Gaussian state-space models the¢ egtimal filter
is analytically intractable, but SMC methods can yield vgnod approximations of it. For such models, it has
been widely documented that SMC methods can exhibit sigmifi¢ better performance than deterministic sub-
optimal filters such as the Extended Kalman filter (EKF), [BHdhe Unscented Kalman filter (UKF) [10]. SMC
methods can and have been applied to the full Bayesian tandfet tracking problem, for example see [11], [12],
[13],[14],[15], but if targeting the true full Bayesian ntiblarget posterior distribution, such approaches become
computationally very expensive in high-dimensions, whiehhe case when tracking several targets. Performance
of such algorithms may be improved for a specific class of rsoighewhich it is possible to analytically integrate
out part of the model (a procedure known as Rao-Blackwdllisy [16], but such an approach will ultimately still
be affected by high dimensionality of the problem when thenber of targets is large.

SMC methods can also be used to the approximate the intdasittion of a PP and have previously be employed
to approximate the PHD recursion, [17], [18], [19], [16]. Byntrast to the case of targeting probability distribusion
the set of weighted samples is now used to approximate teadity function and its total mass.

In this paper we present a new SMC implementation of the PHEY fithich significantly out-performs algorithms
proposed in the literature thus far. It builds on ideas frospacific SMC method originating from the Auxiliary
Particle Filter (APF) of Pitt and Shephard [20]. This methmbsts the efficiency of the algorithm by pre-selecting
particles for propagation on the basis of their relatiopstith the most recently received observations. A prelimina
version of the algorithm appeared in [21].

The structure of this paper is as follows. In section Il weadiee the model underlying the PHD recursion, state

the recursion itself and fix notation. In section Il we déserSMC methods and the APF. Section IV describes
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existing particle implementations of the PHD filter. The poeed algorithm is formulated in section V where we
provide expressions for optimal proposal distributiond arterpret them in terms of the PP theory underlying the
PHD recursion. Numerical results are presented in sectipfo¥two different models. We demonstrate methods for
constructing proposal distributions and show the improsenin performance which is possible with the proposed

methods.

Il. THE PHD HLTER

The PHD filter was originally developed in the framework ofifé Set Statistics [1]. More recently, the problem
has been formulated using the theory of PP’s [2]. For the gmep of the present work we concern ourselves
with the following constructive definition of a fintePP [22]. A finite PPX = X.x, is a random numbeK of
random pointsX;.x in a state spaceg, for example,E C R¢, so that the PP itself takes values in the disjoint
union L*szo E. The probability distribution o can be specified by a probability distribution on the totahiver
of points and, for each integér > 1, a probability distribution orE*, which determines the conditional joint
probability distribution of the point¥<;.;, given that their total number is.

The first moment or intensity of a PP yields the expected nurob@oints in a region of the state space. We

will specify this first moment in terms of aimtensity functiona : E — R, so that:

]E[N(A)]:/Aa(x)dx, A€ B(E),

whereN (A) is the number of points oX which are in the seA and B(E) is the Borelo-algebra onE (for
theoretical details, see [22]). In the context of multigitrtracking, each point &X represents a hidden target. The
intensity function of the posterior distribution & is therefore very useful because it yields the expected eumb
of targets in any region of the state space. Peaks in thesityefunction can be used to estimate target locations
and the total mass of the intensity function provides anrestt of the total number of targets. A filtering scheme
which propagates only this intensity function, as opposethé full posterior, is attractive as the dimensionality of
the problem is effectively reduced to the dimensionalityeof

The PHD filter consists of a prediction and update operatitwichv propagates the intensity function of the
multi-target posterior recursively in time [1]. It is deeid from the following model for the dynamics of the hidden
targets and noisy observations. See [22], [23] for backguidheory on Point Processes.

Consider a spatial Poisson process of unobserved pKints X i1.x, where each element &, is random point
in a state spacE. Denote the intensity function &; by &; (x). With probabilityps(x), each point ofX survives
and mutates according to a Markov transition kerneBEowith densityf (xz|Xx;). This happens independently for
each point inX;. In addition to the surviving points aX;, new points are ‘born’ from a Poisson process with
intensity functiony (x). Denote byX, the PP orE defined by the superposition of the surviving pointsXof and

the newly born points. We denote it’s intensity function doy(X).
1For convenience we will drop the ‘finite’ prefix in what follew
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The points ofX, are observed through the following model. With probabifity(x), each point ofX, generates
a noisy observation in an observation sp&ce¢hrough a kernel with densitg(y|x). This happens independently
for each point ofX,. Let ® denote observations originating froX. In addition to these detected points, clutter
points from an independent Poisson proces$-omenoted byK, with intensity functionk(y), are also observed.
Denote byY the superposition 0® andK, and a realization oY by y = y1.,,.

By the application of Bayes’ rule, the posterior distriloutiof X, giveny can be obtained. Characterization
of this posterior distribution was first performed impligiin [1] via probability generating functionals and later
explicitly in [2]. This posterior distribution is not Poiss, but it can be shown that the Poisson process which is
distributed most closely to it in the sense of Kullback-Leildivergence must have the same first moment. It is this
intensity function which is propagated by the PHD recursighich has the following prediction/update structure

at its nth iteration:

an(xn) = ‘/Ef(xn|xn—1)p5(xn—l)an—l(Xn—l)dxn—l + V(Xn), (1)
6u(X,) = [1 o)+ 3 W) g @

where forp =1, 2, ..., m,,, suppressing the dependence on the observed quantitiesrfeenience,

Wn.p X) =Pb (X)g(yn,P|X)’

(
2z, = /E W p () (X)X + K(Yrp)-

In this notation,a,,(x) and@, (X) are respectively termed the predicted and updated iniessit iteratiom. We
denote byg(y, »|X) the likelihood for thepth observation at iteration and bym,, the total number of observations
at iterationn. In the following we also adopt the notatid,, = {1,2,...,m,}.

To aid presentation later on, we will employ the followingtation in describing the PHD recursion on an
extended state spa&€ = E U {s}, wheres is an isolated point that does not belonggpand is termed a ‘source’
state. Abusing notation we denote kyeither a point inE or E’ depending on the context. The extended recursion

is as follows:

an(xn) = . f/(xn|xn—1)pf5‘(xn—l)a;171(Xn—l)dxn—la (3)
G (X,) = l1 —pp(X) + Z w}“‘”“’ (Xn), (4)
a{n, (Xn) = O (Xn) + I0s(Xp), )

where@;, (x,,) is the extended updated intensity B andI" = [}, y(x)dx. The transition densityf’(x, [X,—1) is

extended to act fronk’ to E as follows:
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T (XX Xnp—1 € E
Flx,x, ) = o) X €E
Y (X, )/T Xp_1 =S
and the survival probability extended B as:

ps(x) x€E

Ps(x) =
1 X=S

Whilst the PHD filter reduces the dimensionality of the pesh| the PHD recursion still involves intractable

integrals in many cases of interest, the exception being'lihear-Gaussian’ case, [24]. In general numerical

methods, e.g., Monte Carlo methods, are called for.

IIl. SEQUENTIAL MONTE CARLO

Sequential Monte Carlo methods have become a standard doa@ofmputation in non-linear optimal filtering
problems and in this context have been termadicle filters We do not give explicit details of standard particle
filtering algorithms here, but rather provide the followisgmmary and refer to [8] and [25] for a variety of
algorithms, theoretical details and applications, [26]dageneral framework and [27] for underlying Monte Carlo
methods. SMC algorithms may be viewed as being constructed fdeas of Sequential Importance Sampling
(SIS) and resampling. They recursively propagate a set adhtesd random samples callguhrticles which are
used to approximate a sequence of probability distribstidime algorithms are such that, as the number of particles
tends to infinity and under weak assumptions, an integrdd véspect to the distribution defined by the particle set
converges to the integral with respect to the corresponalirgydistribution.

A typical SMC algorithm consists of recursively proposireyples from some instrumental distribution and
computing importance weights which account for the disaney between the instrumental distribution and the
distribution of interest. Occasionally, resampling frome distribution defined by the particle set is performedsThi
resampling step involves duplicating particles with highights and discarding particles with low weights. It is
crucial in stabilizing the algorithm, as without it an SIsheme would rapidly degenerate, carrying all weight on
a single particle and thus becoming useless for online asttm Estimates drawn from such an algorithm would
typically have very high variance. Treatments of this isBoen a theoretical point of view are given in [28], [29]
and a comprehensive study of the underlying theory can bedfau the book length volume [30].

As mentioned in the introduction, SMC methods can be contipmally very expensive when targeting the full
Bayesian multi-target posterior because of the high-dsienof the space on which the filtering distribution is
defined. This expense arises from the need to use more partickombat an increase in estimator variance which
is, in essence, caused by the same phenomenon of weightedaggrwhich occurs when applying sequential
importance sampling in high dimensions (albeit occurrihgiagle iterations of the algorithm).

A generic and practical strategy by which to achieve efficjeim an SMC scheme is to ensure that the variance
of the importance weights is minimised [31]. This is impatt@ven in low dimensions. If the variance of the

importance weights is large, despite resampling, the afgorwill suffer from the same problem of importance
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weight degeneracy. Therefore an important factor in thetma efficiency of SMC methods is the mechanism
by which particles are proposed. If degeneracy of the weigdhto be avoided, this mechanism should take into
account information from the observations and drive plgidnto regions of high probability under the target
distribution. TheBootstrapparticle filter, [32], proposes particles from the tramsitikernel of the hidden process
in the state-space model, and resamples at every iteradmiit. does not take into account information from the
observations, it is typically inefficient and large numbefsparticles are required if reliable estimates are to be
obtained from it.

The Auxiliary Particle Filter (APF) of Pitt and ShephardQ]2‘pre-selects’ particles on the basis of of how
well matched they are to the observation at the next time, stégh the aim of reducing the variance of the
importance weights. The method originally took its namearfra set of auxiliary variables introduced to index
the particle set and in [33] it was noted that the scheme hae@opal distribution of the same form as standard
particle filtering algorithms. More recently, in Johansen &oucet, [34], the APF was reinterpreted a sequential
importance sampling/resampling (SISR) algorithm targetin auxiliary sequence of distributions, with importance
weights correcting for the discrepancy between theseilligions and the distributions of interest. Thus the pre-
selection of particles arises simply from applying resangpio a particle set subject to a set of auxiliary importance
weights. In the following sections we present an algorithihicly applies ideas from the APF to the implementation
of the PHD filter.

IV. PARTICLE PHD HLTER

A particle implementation of the PHD filter in its full genditg was proposed in [17], around the same time
as two other independent works [18] and [19]. In [18], onlg ®&pecial case without clutter was considered. On
the other hand, [19] describes an implementation for theiapease with neither birth nor spawning. The theme
common to these approaches is the propagation of a parfigleximation to the intensity function through the
PHD recursion (1) and (2).

One iteration of existing particle PHD filters is outlinedfabows. Samples are drawn from a proposal distribution,
conditionally upon the previous particle set, and weighiedccordance with the prediction operation. Supplemen-
tary particles dedicated to the birth term are then added ¥ields an approximation to the predicted intensity
a,,, which is used in its entirety to approximate the integrdlshe form fE Pn,p(X)0, (X)dX in the denominator
of (2). The patrticles are then re-weighted according to tha@ate operator and resampling is performed. The total
weight of the particle set must be maintained as it yields siimmate of total number of targets .

In this framework it is not obvious how to choose the propafistribution in order to minimise the variance
of the weights. In practice the prior distribution is chosenthe proposal, which is sub-optimal, and this is the
analogue of the Bootstrap particle filter, which is ineffitie

Convergence results establishing the theoretical vgliditthe particle PHD filter have been obtained in [35],
[36] and [37].
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V. AUXILIARY PARTICLE PHD HLTER
A. Outline of the Approach

In the APF, particles are selected for propagation on theslmidow well they explain the next observation. We
employ this idea but with an extra selection step that firlgcte the observations that are explained by the particle
set as a whole. We will perform sampling on a higher dimeraispace than existing implementations, but doing

so will allow us to:

(A1) Manage efficiently a fixed particle budget by conceimigateffort on those observations which most
probably originate from true targets and therefore contabmost significantly to the r.h.s. of (2).
(A2) Employ a particle selection scheme which takes intcoaot observations, as in the APF.
(A3) Tailor the distributions from which samples are drawrthe observations using existing techniques from
the SMC literature.
To pave the way towards the proposed algorithm, we next densin hypothetical, static IS problem which is
modified in the next section to yield a recursive algorithm.

Consider the problem of estimating the following integral:

o= /E (%0 )G (X ) Ao, ©)

where ¢ is some suitable test function d&. Assuming (for now) that the normalizing constagts, , },'", are
known, a Monte Carlo estimate of (6) may hypothetically béthising the following importance sampling (1S)
identity onE x E’ x M,, andE x E’. This is just a re-writing of (1) and (2), using the notatiom the extended

state spac&’, (3)—(5):

q7(11) (Xn! X'n,—l, p)an_ldxn

_ - llJn,p(Xn) fl(xn|xnfl)p/5(xnfl)a;z—1(anl)
03 RS OTe———

b [t LB B Am) i, i, @
EJE Ur” (Xny Xn—1)
whereq,(})(xn,xn_l, p) andqff) (Xn,Xn—1) are probability densities o x E’ x M,, andE x E’ respectively.

We note that there are several ways in which the integral §6)dcbe decomposed and targeted using IS. For
example, one could attempt to evaluate the summation in ttetéirm on the r.h.s. of (7) analytically, as opposed
to sampling over observation indices. However, our chosmohposition is not arbitrary as it has an interpretation
outlined in point (Al). The discussion to follow expands bist

We focus on proposal distributions of the following formsased to have support such that (7) is valid:
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V(}p)(xn 1)6 (Xn 1) (1)( )
(1) qn P),
fE/ Vip (Xn— 1)an 1 (Xp—1)dXpn—1
V( ) X 1) &y (Xn—1)

L Vi (X1 &y (X)Xt

A% (X Xn—1,P) = A5 (X [Xn—1, P)

0@ (X, Xn—1) = 9D (X |Xp_1)

where for eaclp, V,SP) :E’ — R* andV,\¥ : E’ — R* are bounded potential functions. Each of these functions
is related to the concept of the ‘first-stage’ weight in theFARhose calculation involves evaluating a potential
function at sample locations. This parallel is made moreasgt in the sequel. The rationale behind this approach
is that it is possible to achieve performance which is suped that of existing SMC implementations of the PHD
filter by building a proposal distribution in terms of the @beld intensity (or its particle approximation) from the
previous time step.

We can then draw (1) independent, identically distributed (iid) samplexn » nz) 11 P(Z) N(l) from g} (xn, Xn—1,P),

N iid samples{X ") Xfl’) 12 N( " from ¢ (X, Xn—1) and form the following estimator af:

n,2!
N N®
0= 32 O0GHIWY (X1 X1 P + 32 OXIWED 06, X,1.) (®)

where the importance weights are given by:

1 1 wnyp(xn)f/(xﬂxn l)pfg(xnfl)a;z—l(xnfl)

(1) —
Wn (Xngxnflip) N(l) an qrsll)(xnyxn_l,p) (9)
11 [pV ) (X 1)8_ (Xn—1)dXp—1
N2, 0 (p)
/
y lIJn(;l;)(xn)f (xnlxnfl()l?s(xnfl) (10)
On (Xn|xnflip)vn,p (Xn—l)
and
11— o () [P (X 1)P 1) (X 1)
W7(12) Xy Xp—1) = S n—1 (11)
( 1) N @) q7(12) (Xna Xn—l)
1 N
“NO® /E/ V) (X 1) 8, (Xn—1)dXn—1
_ / /
« [1 p(DQ)(Xn)]f (Xn|xn—1)ps(xn—1)' (12)

qn (Xn|xn—1)vn(2) (Xn—l)
1) Optimal Proposal Distributions:As previously described, a generic scheme for ensuringdhagestimator

does not have high variance is to minimise the variance ofinttyfgortance weights. The following proposition
establishes the choice of proposal distributions whichagrtémal in this sense.

Proposition 1: The following choices minimise the variance of the impocanveights,W,El)(Xn,Xn_l, Pnr)
andW,(f)(Xn,Xn,l):
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1
/ Vrgvlp),opt(xn—l)a;zfl (Xn—l)dxn—l )

n,p
VDO, ) = / W (X F (X X1 )P (X1 )l

llan(Xn) /(Xn|Xn71)pls(Xn71)
fE lI’ln,p Xn (Xn|xn—l)pfg (Xn—l)dxn ’

ai°P(p) oc

qgll),opt(xn |Xn711

V20, ) = / 11— D> (%) I (X X1 )P (X1 )l
E

[1 - pD(Xn)]fI(Xn|Xn 1)p/5(xn 1)
fE 1 - pD(Xn)]fl(anxn 1)p5(xn l)dxn

4.2 OP (X [Xp1) = (13)

and in this case the estimator becomes:

fE/ Vn (1) oPt (Xn—1)87,_1 (Xp—1)dXp—1 N

. P 1 Zn %)
¢n - P N(l) Z ¢(Xn1)
=1
4 Jp VT P )8 () S
E’ n— n— n— 7
=1

Proof: Substitution readily yields that in the case of employing ¢iptimal proposal distributions, the variances

of the weights (9) and (11) are both zero, as the importandghtseare of the form:

W (X, X1, M) = 1)2 / Vo P (1) &,y (X)X 1,
_ ,P !
and
1 _
W (X, Xp1) = W/ V@0 )@,y (Xn—1)dXn—1,

which do not depend ow,,, X,,_1 or m.
|
Corollary 1: For a total ofN = N (Y 4N () samples, and when the optimal proposal distributions argayed,
the importance weights are of zero variance and are all eéquake case that:

N<1>o<N><§n:

p=1 Znp

/ VP, ) (X1 )X
1

N(2) o N x /lVn(?p).'opt(xnfl)a;zfl(anl)dxnfl

Note that the optimal choice of proposal distributions espond to denominators of the two rightmost terms in
(10) and (12) being matched to their respective numeraldnis. is precisely as in the APF and has the following
interpretation. Giverp, we choose the particle from— 1 that both has the most weight and can best explaip
This particle is then propagated forward via the optimalpsal for this observation, which i}é})"om(xnlxn_l, p).
Similarly if we matchqfll)(p) to the first term on the r.h.s. of (10), the weight contribntmf that term will be

independent op. Choosingﬁf)(p) in this manner, as formalised below, amounts to selectirsgfations according
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to the strength of the hypothesis that they are target geateriore specifically, the optimal proposal distribution,

q7(11).,opt

[2]. For convenience we reproduce the relevant aspectseoftbdel from which the the PHD recursion is derived.

(p), has a probabilistic interpretation in terms of the spa@RI theory underlying the PHD recursion, see

Consider a spatial Poisson procéss= X;.x, where eachX is random point in a state spa& Denote the
intensity of X by a,(x) and consider the following observation model. With probigbipp(x), each point of
X generates a noisy observation in an observation spatierough a kernel with densitg(y|x). This happens
independently for each point iX. Let ® denote the set of observations generated by poini.itn addition to
these detected points, clutter points from an independeiss®n process of, denoted byK, with intensityk(y),
are also observed. Denote iy the superposition 0® andK.

Proposition 2: Let X be a Poisson process as above, with intersijtyx). Then given a realization of observa-
tions, y, = Yn,1:m,, according to the model described aboqg,)’o”t(p) as defined in (13) is proportional to the
the posterior probability that theth observed pointy,, ,,, originates from a hidden target.

Proof: The proof is adapted from [2] and involves the concept of Magla Poisson process, see [23][pg. 55]
for a definition. LetX be the points ofX that generate observations. Because pointX afenerate observations
independently with location dependent probabiliys(x), it follows that X is a Poisson process with intensity
pp(X)a,(x) [23][pg. 56]. LetZ be a PP orE x F comprised of pointgX,Y ), with the set of first coordinates
given by the restriction oKX to points that generate observations, i%,,and the second coordinates given by the
corresponding observations. By the Marking Theorem [Z3]s Poisson with intensity p (X)a,, (X)g(y|x).

We now define three new marked PP’s with position sgacand mark spac& = E U {A} where{A} is an
isolated one-point set which is not an elementof

Firstly, defineE; to be a marked PP, where the point position&Egfare given byK (the clutter process), and
every point inE; carriesA as its mark. It follows thaE; is Poisson orF x {A}. Secondly, define&, to be
{(Y,X): (X,Y) € Z}. SinceZ is Poisson, the process defined by swapping its first and dezmordinates is also
a Poisson process. Thirdly, denote Bythe superposition oE; and Z,. The superposition of two independent
Poisson processes also yields a Poisson process with ityteeing the sum of the two [23]. ThuEB is Poisson

on F x E with intensityv(y, x) given by:

g(yX)pp(X)an(x)  x €E,
v(y,x) =
K(y) X=A,
with the abuse of notation thatis a point inE. Note that the second coordinate of a point of a Poisson psooe
a product space can be viewed as a mark. The mark distributioy) for =, which is the conditional distribution

of the mark of a point, given its locatioyn is given by:

H(xly) = Z
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where,
Z,(y) = / 00y X)PD (X)at, (X)X + K(y).

The mark distribution is to be interpreted as follows: wittolpability 1 — K(y)/Z,,(y) a mark inE is generated
according to the probability densityy|x)pp (X)0t, (x)/ [ g(y[X)pp (X)at, (x)dx. Otherwise the mark\ is chosen.
The proof is then complete since conditioned py, the marks are independent and distributed according to

H;”:r‘l M(X|yn.,p), and therefore the posterior probability that an obsenadtyy,, , originates fromX is given by:

_ Knp) _ S5 9 p[X)PD (X) 0t (X)dx
Zn(yn,p) fE g Yn.p|X)pD (X)Gn (X)dX + K(yn,p)
o< 4" (p).

[ |
Thus sampling frony,, @ Opt(p) would allocate more particles to those observations whiabeha high posterior
probability of originating from hidden targets, achievipgint (A1).
2) Variance ReductionThe variance of the estimator (8) can be reduced by the atiglicof alternative methods
to sample frorrqfll)(p). For example, the residual, stratified and systematic Samptechanisms (commonly used
to resample from the particle set in SMC methods) could bédieghpSee [38], [39], and references therein. These

methods are adopted in section VI.

B. Proposed Algorithm

To progress from the IS identity (7) to a practical recurslgorithm targeting the sequence of updated intensity
functions{&,,(X»)}n>0, We need some modifications.

Assume that at tim& — 1 we have available a particle approximationdg_,, denotedd? ,, in the sense that

n—1

for some suitable test functiof:

[ o0 () 52 [ a9 14)

Also denote the extended particle particle approximatioreod by:

AN (dXp_1) = &Y (dXy_1) + [, (dX,_1)

We modify the target integral (7) by replacieg, _; with its particle approximation. The proposal distribuisoare

also modified, as follows:

dXn—1) + Vi) ()08, (A%, 1)

X y (dx
(1) _ n—1
g\ (dx, 1 [p) = R ,
S VR w v (s)r
» S, Vi <x“’l )wf? 18,0, (@) + + V2 ()18, (dx 1)
qn ( Xn_l)_ ) )

DRAFT



12

Thus sampling frorrq,(ll)(dxn,ﬂp) andqg) (dx,,—1) now amounts to resampling from the union of the re-weighted
particle set and an atom representing the birth mass. Thisakgous to first stage sampling in the APF, achieving
point (A2). Intuitively, oncep is chosen, a particle from time— 1 is chosen to be propagated forward on the basis
of its current weight and how well it explaing, ,, taking into consideration survival and detection prolitds.
Comments on the practical choices of other elements of tbpgsal distributions are made below.

In the hypothetical IS integral (7), it was assumed that tbemalizing constant§ Z,, ,}7 ", were known. In

p=1r
practice this is not the case, and we need to estimate thenfFéo@achz, ,, this can be achieved using thb,fl)
particles were sampled frouﬁl)(xn,xn_ﬂp). In principle, we could alternatively estimat®, , using the other
particles as well, but when the observations are well sépaithis will be inefficient as such particles would make

very little contribution to the estimate. From the defimitiof Z,, , we therefore construct the following IS identity:

/ /llan X,)f Xn|Xn 1)Ps(Xn—1)0;, 1 (Xn—1)
np—
E/

qf(ll)(xn’ anl |p)dxndxn71 + K(yn,p)i
qn (Xna Xn—1 |p)

and the corresponding estimator:

SVl ()@l (dx) 3 W XD F (X XL P (X )

2”720 = 1 7 2
Nzgl) Qr(z (X( 1|X7(1 11 PV (,lp)(xrszl,l)

K(Yn.p) (15)

i€Tnh,p

whereT,, , = {i: P,(f)l =p}, N,El) = cardT,,,). This estimate of the normalizing constant is used in theeptzf

)

its true value in the importance weights, (10), (12), whigtdme:

11 [ Vi) (Xeo)EY  (dXp—1)
N Z,, a2 (p)
% llJn-,p(Xn)f/(Xn|anl)p5(xnfl)

W (X, X1, p) =

(16)
65 (Xn X1, D)Vt ) (X 1)
and
1
W (X, Xp—1) = N(2)/ V@ (x,_1)aN | (dXn_1)
_ I /
~ [1 pD(Xn)]f (Xn|xn—1)p5(xn—1)' (17)

057 (% X1Vt (X 1)
Note that in practice we need not compute (15) for arsuch thaﬂ\lél) =0.

C. Design of Proposal Distributions

The optimal choicesy, )" (Xn—_1), 45 (Xn [Xn—1, p) and VA2 (x,,_1), 052" (X |X,—1), may often not
be available in practice.
The fact that the sampling scheme conditions on observatidices means thaf[(l) Opt(xn|xn_1, p) is of the

form:

q7(11)70pt(xn|xnfli p) X wn,p(xn)f/(xﬂxnfl)-
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In order to approximate, o Opt(anxnfl,p) it is possible to use techniques commonly applied in corijanc
with the standard particle filter, such as local-lineaf@abf the dynamical model, Laplace approximations or the
Unscented Transform (UT). Therefore poi#3) is achieved. See [31], [40] for several possibilities anctise

VI for specific details of use of the UT.

One possible strategyforchoos\;iép (Xn—1), originating from [20], is to approximatf y,, , (X, )’ (X [Xn—1)dX;,
with Yy, , (M (Xn—1)), Wherep,, (X,,—1) is the mean or mode d (x,,|x,,—1). However, it was pointed out in [34] that
such an approach can lead to an estimator with high varidremguse the approximation may be too concentrated
relative toVé}ﬁ’om(xn,l). To address this problem we could apply tempering to theigharset once it has been

re-weighted by the potential function and set:

" S VA (L w18 o (%) - Vi (S)T]B (A1)
G (@Xn—1]p) = D IVGIWO) M
Z Vi (X Z )Wy 24 €+ [V (S)T]€
where( < < 1. Similar techniques can be applied to approxin\ﬂi@’om(xn,l). Other suggestions can be found
in [34], [40].

The optimal choice of distribution over observation ind;i,c:é}) ), will not be available in practice, as it involves

the unknown normalizing constant§Z,, ,,},'", which are to be estimatedfter having sampled from](l)(p)

p=1r
However, sensible approximation of this optimal distribntcan still yield good performance. For example, having

used one of the above methods to approxmate\/tﬁé (Xn—1), we could choose:

JE,véQ (98" (dx)
S VD OB (dX) + (Y )
The same issue of high estimator variance due to over-ctnated proposal distributions may arise here, and in

M (p) o (18)

practice a similar tempering approach may be necessary.
The algorithm for the auxiliary particle PHD filter is giverlbw, with ky being the expected initial number of

targets. The computational complexity of the algorithn®igm,,N ) at thenth iteration.

V1. SIMULATION STUDY

We present simulation results to demonstrate the improwmésrie performance over the bootstrap particle PHD
filter which are possible under the proposed scheme. Ourlaiion studies are loosely based on the experimental
setup of [35].

Consider a constant velocity tracking model for a vehicleoséh position is specified in two dimensions,
restricted to the windowo0, 100] x [0, 100]. The state of a single target is specified byt aimensional vector
Xn = [Xn.1 Xn.2; Xn.3 Xn.a)T; [Xn1 Xn.3]7 specifies position anfk,, » X, 4]7 specifies velocity. The target dynamics

are defined by:
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1n=0

2: fori=1to N do
3 Xgi) ~ Qo(X)

4: ng) = %ko

5: end for
6:N—n+1

7. for i=1to N do
e P9 ~q(p)

9 xv(zl)l L~ 08 (X |p(i))
0 X~ a6 X el
11: end for

12: for i=1to N® do

13: Xff) 1,2~ q7(12)(xn 1)

14: Xr(LiQ qy (Xn|xn 1,2)

15: end for

16: for p=1tom, do

17.  if Nél) > 0 then

18: computez}n’p as per equation (15)
19:  end if
20: end for

21: for i =1to N do

22: computeW(l)(Xff)l, xW 2 P,@l) as per equation (16)
23: end for

24: for i =1 to N® do

25:  computeW (2)(X,(f)2, xW ) as per equation (17)

26: end for

27: Goto 6

Fi

g. 1. Auxiliary SMC PHD algorithm

1100 Vi

01 00 Vo
Xp = Xp—1 +

0 011 V3

0 0 0 1 "

wherevy, v andvs, v, are i.i.d. zero mean Gaussian with standard deviadipn = 0.02 andvq, v4 are i.i.d. zero
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mean Gaussian with standard deviatmy, = 0.3. Probability of survival is seps = 0.98 and the birth intensity

is defined ayy = 0.2N(+; X, 3p), Where:

30 9 0 0 O
0 01 0 O
Xp = , Xp = (19)
30 0 0 9 0
0 0 0 0 1

A. Example 1

In this first example, for illustrative purposes only, thespion of the target is observed in additive, isotropic
Gaussian noise with standard deviatmn= 0.2. The clutter intensity is sa¢ = 0.001 uniform on[0, 100] x [0, 100],
corresponding to an average numberlofclutter points per scan. Without loss of generality we ggt= 1, and
so the proposed algorithm only involves only the first termtlom right hand side of (8).

While the structure of this model is simple, the low obsdoranoise is a challenge for SMC algorithms. The
localization of the likelihood means that blind proposadwén little chance of putting particles in regions of high
weight.

The auxiliary particle PHD scheme described above was ruh %000 particles at each iteration. The pro-
posal distribution were chosen as, for allq(l)(xn|xn,1,p) = F(Xp|Xn-1), qfll)(xn|xn,1 =5s,p) = Y(X,)/T,
Vn(,p)(xn,l) = 0(Yn,p|H(Xn-1)) andqn (p) specified by (18). Therefore results illustrate the improgat in perfor-
mance due to auxiliary variable techniques alone, and éuithprovements in performance can are demonstrated in
the next example through more principled desigrqf&f (Xn|Xn—1,p). The issue of choosing an over-concentrated
approximation of the optlmal’n » (xn 1) was found not to be problematic in this case due to the lowrehtien
and state evolution noise variances. Results show congpanigh the particle PHD scheme of [17], proposing from
T (X, |Xn—1) with a total of3000 particles includingl000 particles allocated for births, with resampling applied at

every iteration. Both algorithms were initialized wiky = 2, sampling from\/(+; Xy, 33).
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Fig. 2. Observations.

Fig. (2) shows a typical observation record generated fioenntodel for the ground truth data displayed in Fig.
(3). As noted in section Il, the peaks in the intensity fumctcan be used to obtain state estimates for individual
targets. In existing particle implementations of the PHEefjl this requires heuristic clustering of the particles,

followed by estimation within each cluster. For the auxiligparticle PHD filter, there is a natural method which
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can be employed to this end without the increased computdticost of employing a clustering algorithm. This

consists of simply computing estimates from particles teltesl by common values Gf,(f) and can be expected

to work well when the clutter intensity is not too high. Forckaobservation with a positive number of particles

assigned to it, an estimate can be obtained normalizing #ights of the corresponding particles and taking the

weighted mean of the particle locations. Such estimateapabed using this method for a single run of the auxiliary

particle algorithm are shown in Fig. (3).

100 100
20
80
80
60 70
x >
40 60

20

Fig. 3.

Fig. 4. Ground truth number of targets.

40

Fig. 5.
Bootstrap filter. Right: Auxiliary filter.

Histograms of the total mass of the particle set ahataration, averaged over 200 observation realisatio@90Jarticles. Left:
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Fig. 6. Effective sample size for auxiliary and bootstragoathms averaged over 200 observation realisations.

In order to portray the superior performance of the propadgdrithm we focus on two characteristics of the
particle set: its total mass at each iteration and the Bffiecdample Size - a standard metric for assessing the
efficiency of SMC algorithms (further details given below).

Firstly, Fig. (5) shows normalised histograms of the totalss of the particle set at each time(from which
estimates of the number of targets would be drawn) from tleedigorithms, averaged ovef0 independent runs.
Each run was performed with a different observation seteggnd from the model but the ground truth for all
runs did not change and the true number of targets is showngin(4) and super-imposed on the histograms in
(5). Note that the total mass of the the particle set is inddpet of whatever heuristic clustering devices is used
to extract target tracks. Thus we concentrate solely on figemcy of the SMC techniques. The results from the
bootstrap algorithm show more variability in the total massresponding to greater uncertainty about the total
number of targets. The bootstrap algorithm frequently mesdtimates the number of targets. This is due to the
bootstrap algorithm loosing track of targets and failingdentify the birth of a target abh = 11.

Secondly, the effective sample size (ESS), introduced 8], [@rovides a measure of the degeneracy of the
importance weights. It has a maximum value equal to the todatber of particles. In practice, the ESS may not

be evaluated exactly but it can be estimated from the parsiet as follows:

Nett = =75
Dim1 (Wg))Q

where {Wﬁf)}fvzl are the normalised importance weights. When the ESS is s®IsIC algorithms can collapse
giving very high variance estimators.

Fig. (6) shows the ESS of the normalized particle sets, ket at each iteration and then averaged across the
200 runs. The decrease in ESSrat= 11 for the auxiliary particle algorithm is caused by the birthaotarget.
Birth particles, i.e. those Witrxffll = s, are proposed from normalized prior birth intensity andnmarbenefit
from pre-selection of particles from the previous time steprformance at this time step is therefore the same as
for the bootstrap algorithm. A choice qﬁl)(xnlxn_l, p) which was adapted to the observations would lead to
improvements under these circumstances, but is not impltaden this first example. At all other time steps, the

performance of the auxiliary algorithm is significantly teetthan that of the bootstrap algorithm.
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B. Example 2

In this second example, we use the same dynamical model aediata as in Example 1, but with a range and

bearing observation model:

Y = XX U,

Xn
y7(Lb) = arctan ( ’3) + Up b,

n,1

whereu,, . andu,,; are zero mean Gaussian disturbances of variadcand og respectively.

For this challenging nonlinear observation model, we destrate the performance of the proposed algorithm
using the UT to approximate the optimal proposal distrifmdi The UT employs a set of deterministic weighted
points (calledsigma pointsto capture the mean and covariance of a probability digidlh. A Kalman recursion can
then be executed on these quantities yielding a deterncigipproximation to the optimal filter, see [41],[10],[42]
for details.

We use the UT to approximate eakil;i_,lg’o"t in the same manner that it is used to approximate the predicti
likelihood in [40]. This requires sigma points and assadatveights to be calculated for each particle and the
mean of the normalized birth intensity, at each iteratioor. &chp, q,,(p) and q,(ll)(dxn,1|p) are constructed in

terms of:

Vrg,lp) (Xs)q) = Z quP(Zv(jzl,j))\S)—l,j (20)
j=1

Where{Z,(fle i and{)\ﬁf)_w ¥_, are respectively the locations and weights of the sigmatpethich collectively
capture the mean and co-variancefcékﬂxffll) for the ith particle ina?Y_;(x,_1). The same procedure is also
carried out once at each iteration for the birth term to cnb\aﬁlp) (s) in terms of sigma points which capture the
characteristics oy (x)/T.

The value ofv is dictated by the UT. The scheme in [41] has- 2d + 1 whered is the dimension oE. In the
case of this example, = 9, which is dominated in order of magnitude by the total nundfegparticles employed.
Therefore the arithmetic operations involved in computimg sigma points, the weights and (20) for each particle
do not significantly increase the overall computationalemge of the algorithm.

Finally, the proposal distributioq&l)(dxn|x£f)71, p) is obtained by passing the mean and covariance captured by
the sigma points okff)_l (the same point locations and weights which have alreadp beeputed) through the
update operation of the Kalman filtering recursion, using,(x,) as the likelihood function, see [10] for details.
This yields a Gaussian approximation(ﬁ)’om(dxn|x£fll, p). The same approach would be applicable for models
with non-unity values op, when approximating the optimal proposal distributionsaiged with the second term
on the right hand side of (8).

In this example we use the same dynamical noise varianceshansame birth intensity as in example(19).

The clutter intensity is set to be uniform oviér 141] x [0, /2], with a value 0f0.045 corresponding to an average
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of 10 clutter points per scan. The standard deviations of theeramgl bearing noise components are= 0.5 and
» = 0.005 respectively. Again, we sgtp = 1 andpgs = 0.98. Both algorithms have a total &G00 particles, with
170 begin assigned to births in the bootstrap algorithm.
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Fig. 7. Observations.
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Fig. 8. Ground truth target positions (solid line) and steg@mates (crosses) for auxiliary particle PHD filter.

Fig. 9. Histograms of the total mass of the particle set ahataration, averaged over 200 observation realisatiof$. farticles. Left:

Bootstrap filter. Right: Auxiliary filter. True number of ggts is superimposed.

Fig. 7 shows typical observation realisations from the nhoHstimates of target locations, obtained from the
proposed algorithm as described above are shown in Fig. 8.
Fig. 9 shows the total mass of the particle set, at eachiberaveraged ove200 runs of the the two algorithms,

each with a different observation set generated from theetd@dyain, the ground truth is superimposed. Despite
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Fig. 10. Effective sample size for auxiliary and bootstrégnathms averaged over 200 observation realisations.

being initialised with total mass corresponding exactlythe true number of targets, it is evident from Fig. 9
that the bootstrap algorithm is completely unreliable fas thonlinear observation model, usifgo particles. The
bootstrap algorithm frequently loses track of the first targets to appear and very rarely detects the arrival of the
third target atn = 11. By contrast, the auxiliary scheme is far more reliable aad/varely under-estimates the
total number of targets.

From Fig. 9 it is apparent that the auxiliary scheme occadiprover-estimates the number of targets. We
conjecture that this is in fact due to the behaviour of the tRiHD filter: any observation which is made close to
the birth region contributes positive mass, irrespecti/@vibether or not it originates from a hidden target. It is
not until the next iteration that the over-estimate can beeabed, when the presence or absence of observations
provides more information. This also explains the isolateakses which are present in Fig. 8.

The superior performance of the proposed algorithm is &urévident from Fig. 10. The efficient proposal
scheme of the auxiliary algorithm means its ESS is condligténigher than that of the bootstrap algorithm. The
only significant transient features in the the ESS for theppsed algorithm are after initialisation and around

n = 11 when the third target appears.

VII. CONCLUSIONS

We have introduced an auxiliary particle implementationtleé PHD filter. The proposed scheme involves
auxiliary random variables which index observations aretg@lection of particles on a per-observation basis in a
manner similar to the APF. The resulting algorithm samplesdiigher dimensional space than previous particle
implementations of the PHD filter, but doing so permits mdfiient proposal mechanisms.

In SMC algorithms, it is importance to minimise the variarndghe importance weights in order to obtain low-
variance estimators. In existing implementations of theDFfter it is not clear how to do so. We have provided
guidance on choices of proposal distributions which arétgdtin this sense and provided interpretation of them in
terms of the PP model underlying the PHD recursion. Spetifiche value of the optimal proposal distribution for
a specific observation index has been shown to be propottiorihe posterior probability that the corresponding
observation originates from a true target, given a Poiss@r. Numerical results have demonstrated the gains in

efficiency which are possible using the proposed approach.
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